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Abstract:

The Spring Operating System provides high performance dynamic linking of program images. Spring uses caching of
both fixed-up program images and partially fixed-up shared libraries to make dynamic linking of program images effi-
cient, to reduce the need for PIC (position-independent code), and to improve page sharing between different program
images running the same libraries. The result is that with program image caching, dynamically-linked programs have
a start-up cost similar to statically-linked programs regardless of the number of umresolved symbols in dynamically-
linked program images and shared libraries. In addition, with library and program image caching, we have reduced
the need for PIC and have increased page sharing.

Note: Spring is an internal code name only.
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1. Introduction

Dynamic linking of shared libraries is used in most modern UNIX® systems. These systems include, among
others, the SunOS™ system [2] and SVR4 [11]. Dynamic linking has several good properties:
¢ TUnresolved symbols in a program do not have to be resolved until the program is laumched. This decreases the
time to build an image.
» Shared libraries do not have to be statically bound into a program image thus saving disk space.
¢ Shared libraries can be shared between many executing images thus reducing memory costs.
* Program images can take advantage of new releases of shared libraries without being rebuilt.

Unfortunately, by deferring the linking of programs to program start-up time, and possibly even run time, dynami-
cally-linked programs start slower than statically-linked programs. This degradation was believed to be an acceptable
cost to pay for the advantages of dynamic linking. However, with the advent of langnages such as C++, the number of
symbols that mmst be resolved at run time is dramatically increasing thus increasing the start-up time of dynamicaily-
linked programs to unacceptable levels.
This paper describes the dynamic Iinking architectire and implementation in Spring, a new distributed object-
¢ Substantially reduce the start-up time for dynamically-linked mmages.
¢ Maintain a high degree of page sharing between different images running the same libraries.
¢ Provide a dynamic linking sohition that performs well even when the number of relocatable symbols increases
dramatically.

¢ Run SunOS binaries on Spring.

* Support existing SunOS linkage semantics.

¢ Have non-PIC (position-independent code) libraries and main programs without significantly impacting program
start-up time or page sharing.

The Spring dynamic linking System described in this paper achieves all six goals by caching fully linked pro-
gram images and partially fixed-up shared libraries. After a dynamically-linked program is run ance, future instances
of the program will require no dynamic linking, and once a shared library is linked for one program, subsequent pro-
grams that use the same shared library will link much more quickly.




Spring Operating System

The rest of this paper is organized as follows: Section 2 provides an overview of the Spring Operating System;
Section 3 presents related work; Section 4 describes the SunOS dynamic linking implementation; Section 5 describes
the Spring dynamic linking implementation; Section 6 gives some performance measurements; Section 7 looks at the
relevance of this work to other operating systems; Section 8 proposes future work: and Section 9 offers some conchu-
sions.

2. Spring Operating System

Spring is a distributed, multi-threaded operating system that is structured around the notion of objects. A Spring
object is an abstraction that contains state and provides a set of operations to manipulate that state. The description of
an object and its operations is an interface that is specified in an interface definition language. The interface is a
strongly-typed contract between the server (implementor) and the client of the object. Since Spring is object-oriented,
it supports the notion of interface inheritance. An interface that accepts an object of type foo will also accept a sub-
class of foo.

A Spring domain is an address space with a collection of threads. A given domain may act as the server of some
objects and the client of other objects. The server and the client can be in the same domain or in different domains. In
the latter case, the representation of the object includes an unforgeable nucleus door identifier that identifies the
server domain [3].

The Spring kernel supports basic cross-domain invocations, threads, and provides basic virmal memory support for
memory mapping and physical memory management [6]. A typical Spring node runs several servers in addition to the
kemel as shown in Figure 1. All services are exported via objects defined using the interface definition language. In
general, any collection of servers may reside in the same or in different domains. The decision on where to run a par-
ticular server is made for administration, protection, and performance reasons, and is independent of the interface of

the service.
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FIGURE 1. Major system components of a Spring node

2.1. UNIX Subsystem

Spring can run most dynamically-linked SunOS binaries using a UNIX subsystem [5]. This includes basic
UNIX programs such as ca and csh and more sophisticated programs such as openwindows and most X applications.
The UNIX subsystem consists of two parts: a UNIX process server that is responsible for managing process ids, ptys,
sockets, and signals between processes, and a shared library libue.so that contains code to emmulate all UNIX system
calls. When a SunOS dynamically-linked binary is run on Spring, the libc shared library that is used to dynamically
link the binary is actnally a copy of libue.so.
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Related Work

3. Related Work

Dynamic linking was first nsed in the Multics [9] and TENEX [7] operating systems. However, it was not used
in mainstream UNIX systems until the System V [1] and SunOS [2] systems added dynamic linking support More
recently, SVR4 [11] and HP-UX [10] provided dynamic linking support similar to the SunOS dynamic linking archi-
tecture. We will describe the SunOS implementation in detail in Section 4.

The notion of caching previously run programs has been used in past UNIX systems. Early versions of the
UNIX system had the notion of the “sticky” bit. I this bit was set, then the program would remain cached in memory
after it exited. The next time that the program was run it would not have to be loaded into memory. However, to the
best of our knowledge, this same strategy of caching previously run programs has not been used for dynamically-
linked programs. Thus, every time that a dynamically-linked program is run it mmst be relinked from scratch.

4. SunOS Background

In this section we will examine StnOS dynamic linking. We will first examine the notion of position-indepen-
dent code and its effectiveness on C4+ code, then we will examine how SunOS performs dynamic linking, and finally
we will examine some libraries and programs to get some insight into what needs to be done to perform efficient
dynamic linking on Spring.

4.1. PIC (Position-independent Code)

The Sun™ compilers support two flavars of output code: position-dependent code and position-independent
code. Position-dependent code is the defanit In position-dependent code the compiler makes no attempt to minimize
the number of fix-ups that must be performed at dynamic link time. Typically one relocation will be required for each
source code reference to an external symbol.

In PIC, the compiler and the static linker conspire to attempt to minimize the mumber of relocations that must be
performed at dynamic link time by grouping as many external references as possible into tables, so that there is a sin-
gle reference to each symbol. The code that uses these symbols then indirects (using PC-relative addressing) through
these tables. For example, rather than performing a direct procedure call, PIC will load an address from an indirection
table and jump through that address.

PIC has two advantages. First, it reduces the number of dynamic linkage relocations that need to be performed
since a widely used procedure still only ends up with one table entry that needs to be relocated. Second, it also
reduces the mxmber of pages that will be updated by the relocations, since the table entries are clustered closely
together Reducing the number of page updates is very important as this maximizes the mumber of physical pages that
can be shared between different users of the library.

42. PICand C++

PIC successfully mimimizes direct-instruction-stream references to relocatable symbols by adding a level of
indirection. However, this approach cannot be applied to references from program data. If a given memory location is
supposed to contain 3 pointer to a given relocatable symbol, then the compiler cammot simply add a level of indirec-
tion. This is not normally a significant problem for C programs as it is relatively rare for C data structures to be
declared with pointers to procedures or other data
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same as a previously linked image and the context that is being used to find libraries is the same, then the linker
domain will consider this a cache hit. The linker can determine if two memory objects or contexts are equivalent by
following a secure object equivalence protocol. This protocol requires two cross-domain calls for each equivalence
check.

The linker domain strategy for determining if there is a hit on the image cache will be correct as long as the con-
tents of the context used to find libraries does not change. If new libraries are bound into the context used for linking,
then the linker may get a false cache hit. I new libraries are bound into the name space then the linker cache must be
flushed to take advantage of these libraries. Since installing new shared libraries should be a fairly uncommon occur-
rence, we believe that our solution is reasonable. However, in order to eliminate the need for linker cache flushing, we
plan to implement the more aggressive solution to cache coherency described in Section 8.3.

In addition to the image cache, the linker domain also maintains a cache of partially fixed-up libraries. When the
image cache is missed, the image must be linked against a set of shared libraries. For each shared Iibrary, the linker
domain uses the context given to the link operation to resolve the name of the library to a memory object. The linker
then checks to see if the memory object is equivalent to the memory object for any cached library. I it is then the
linker can use the already cached library.

6. Performance

This Section provides measurements of dynamic linking performance on Spring and SunOS 4.1.3. These mea-
surements were taken on a SPARCstation™ 10 model 31 with a 36 Mhz CPU and 64 Megabytes of memory. The
SunOS numbers include all of the linking that occurs before the main function is called. Thus, they include some fix-
ups and the library mapping costs but do not include any on-demand fix-ups. The Spring numbers include the cost of
fully fixing-up the shared libraries and the main program, but they do not include the library mapping cost. Since the
SunOS and Spring mapping costs are small, these mapping costs are not significant.

6.1. Linking Against a Single Library

Table 3 shows the time it takes to link a null main program on Spring and the SunOS system, and Table 4 shows
the cost of linking some Spring programs on Spring and the SunOS system. These measurements show several
things. First, image caching is very effective in providing low dynamic linking cost. If a program image is cached,
then Spring can start-up the program in 12 milliseconds regardless of the number of relocations. However, the SunOS
system, which does not have image caching, takes from 22 to 1376 milliseconds to link a program depending on the
mumber of relocations in the library.

These measurements also show the effectiveness of library caching. Library caching allows the program to be
linked up to four times faster than without caching. In fact. with library caching, the effect of a large number of relo-
cations on linking performance is reduced. For example, even though a non-PIC version of libspring has five times as
many relocations as a PIC version, it only takes 20 to 50 percent longer to link against a cached non-PIC version of
the Iibrary. This is much better than SunOS which takes over five times longer to link against a non-PIC version of
libspring than it does to link against the PIC version.

In general, even without any caching, Spring is able to link programs as fast or faster than the SunOS system. In
fact when the mumber of relocatable symbols gets large, Spring can dynamically link twice as fast as the StnOS sys-
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tem even when neither the image nor the library is cached. Spring’s better perfarmance is due to the fact that the
Spring dynamic linker caches and reuses symbol resolutions during the fix-up phase.

Library Spring Spring Spring

Compiled Program | Library | Nothing
Library | PIC? SunOS Cached Cached | Cached
libspring Yes 182 ms 12 ms 90 ms 185 ms
libspring No 1008 ms 12 ms 136 ms 576 ms
libc Yes 22 ms 12 ms 65 ms 73 ms
libe No 197 ms 12 ms 87 ms 235 ms

TABLE 3. Linking A NULL Program

There is one case where without caching Spring is much slower than the SunOS system: when the null-program
is lmked against a PIC version of libc. The poor performance on Spring is because Spring has to perform all reloca-
tions before the program is run and the SunOS system does not. When libraries such as /ibc are compiled PIC, the
SunOS idea of performing fix-ups of procedure references on demand appears to be very effective. However, for
libraries such as libspring where most relocations are data relocations that cannot be performed lazily, the SunOS
optimization is not very effective.

Program | libspring Program | Library | Nothing
Program PIC? PIC? SunOS Cached Cached | Cached
ssh Yes Yes 209 ms 12ms | 134ms 221 ms
ssh Yes No 1147 ms 2ms | 166ms | 588ms
ssh No Yes 291 ms 12ms 174 ms 272 ms
ssh No No 1286 ms 12 ms 212 ms 643 ms
caching fs Yes Yes 239 ms 12ms 158 ms 252 ms
caching fs Yes No 1212 ms 12ms | 194ms | 615ms
caching fs No Yes 371 ms 2ms | 240ms 335ms
caching fs No No 1376 ms 12 ms 280 ms 712 ms

TABLE4. Linking Spring Programs on Spring

These measurements provide a good indication of the effectiveness of PIC. Without caching, PIC is very effec-
tive in reducing program start-up time. Compiling 2 library PIC is much more important than compiling a program
PIC. The difference in the dynamic linking cost for PIC and non-PIC versions of a program is at most 50 percent.
However, compiling a library PIC can reduce the dynamic linking cost by from three to eight times over non-PIC.

With image caching, PIC is completely unnecessary. In addition, library caching reduces the necessity for PIC.
Thus, the need for PIC will depend on a combination of the hit rate of the image cache and the hit rate of the library
cache. Our experience with Spring so far is that because of the effectiveness of our image and library caches, we have
no need for PIC.

6.2. Multiple Libraries

The previous measurements were of the cost of dynamically linking a program against one library. Table 5
shows the cost of dynamically linking a null program against the set of X libraries libXaw. libXmu, libXt, and libX1]
and either libc or libue. Table 5 shows several interesting things. First, as expected, both image caching and PIC are

High Performance Dynamic Linking Through Caching 11



Relevance to Other Operating Systems

very effective in improving performance. Second, without image caching, Spring is much worse than SunOS when
the program and the X Iibraries are linked against /ibc. Once again, the poor performance on Spring is because Spring
has to perform all relocations before the program can run and the SunOS system does not. Since each relocation must
be checked against many libraries, the dynamic linking cost is very high (much higher than the cost shown in Table 3
of linking a mmll program against libc).

Lﬂua;y Spring Spring Swﬁqg

Compiled Program | Library | Nothing
Library PIC? SunOS Cached Cached Cached
libue “Yes 486 ms 13 ms 424 ms 645 ms
Tibue | No 3lllms | 13ms 473 ms 1017 ms
Tibc Yes 102 ms 14 ms 416 ms 516 ms
libe No 387 ms 13ms 431 ms 684 ms

TABLE5. Linking Against Multiple X Libraries

These measurements show the potential for the library chaining optimization described in Section 8.1 or the umi-
fied symbol table idea described in Section 8.2. We hope these optimizations would allow Spring to perform equally
well regardless of the mumber of libraries that are being dynamically linked

7. Relevance to Other Operating Systems

In Spring, it was natural to implement the dynamic linker cache as a user-level service. Spring’s microkernel
organization meant that image start-up was already handled by user-level libraries, and our focus on objects meant
that system resources, sach as memory objects, could be conveniently passed to and from a user-level service,

However the basic caching techniques we have described do not require a user-level server. A UNIX system
might implement an equivalent dynamic library cache as an operating system service that is used by the exec system
call. This should provide essentially all the same benefits as our user-level service.

8. Future Work

Everything described in this paper has been implemented. In this section, we will describe three potential
improvements to our linking system.

8.1. Chaining

Some programs are linked with many shared libraries. For example, the X programs such as xterm and xclock
are linked with five shared libraries. When a program with many shared libraries is linked in Spring, the linker
domain will fix-up each library in turn each time different programs that use the same set of libraries are linked. One
optimization that we could implement is to cache fixed-up chains of libraries. Thus, if two programs are linked that
use the same set of libraries in the same order, then the second program could use the cached set of libraries that were
fixed-up for the first program. As an example of the chaining optimization, consider the two programs progA and
progB created in the following manner:

1ld -o prog2 progA.c X.so Y.so Z.s0O
1d -0 progB progB.o X.so Y.S0 Z.sS0

12
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If progA is linked, the linker domain could cache the fixed-up chain of libraries <X.s0, Y50, Z.5s0>. In this
cached chain, X.so will already be fixed-up against Y.so and Z.s0, and Y.so will already be fixed-up against Z.so.
When progB is linked, the linker domain will notice that it uses the already cached chain of libraries <X.so, Y.so,
Z.so>. Thus when progB is linked many of the linking steps can be avoided.

82. A Unified Symbol Table

Currently, we maintain a separate symbol table for each library in our cache. However, a possible alternative
would be to maintain a unified symbol table for all the libraries in the cache. This unified symbol table would map
each symbol to the set of libraries that implement it (in practice the vast majority of symbols are only defined by a
single library). Whenever we added a library to the library cache, we would add its external symbol definitions to the
unified symbol table.

This unified symbol table could potentially accelerate the final linking stage for images that use large mumbers
of shared libraries. Currently, we have to search through each of the libraries’ symbol tables in turn to resolve unde-
fined symbols and to validate that a given symbol definition has not been overridden. By doing a single lookup in the
unified symbol table, we would be-able to discover which libraries define that symbol and determine relatively
quickly which (if any) of those library definitions to use for the current image.

83. Aggressive Coherency

Our current mechanism, described in Section 5.6, for determining a hit in the image cache requires cache flushes
when libraries change. We plan to be much more aggressive about keeping the image and library caches coherent
with respect to changes in libraries. We intend to implement a fully coherent linker cache by using a combination of
our naming and file caching strategies [8].

9. Conclusion

The Spring dynamic linker nses caching very effectively to improve performance. When a dynamically-linked
program image is cached, then the program can start up nearly as fast as a statically-linked program_ The cnly differ-
ence is that there are more memory objects to map far dynamically-linked programs. When libraries are cached,
uncached programs can still start up quickly regardless of the number of relocations in a library. In fact, in the cases
that we have measured on Spring, PIC is not necessary for good dynamic linking performance.

Current UNIX dynamic linking implementations were designed for langnages such as C where the use of PIC
can reduce the dynamic linking costs to an acceptable level. However, object-oriented languages such as C++, with
feamres such as virtual inheritance, produce images where technologies such as PIC are no longer sufficient to pro-
vide acceptable dynamic linking costs. In this paper, we have presented a new technology, caching of fixed-up pro-
gram images and shared libraries, that provides efficient dynamic linking of programs written in these new object-
oriented languages. We believe that new operating system techniques such as image and library caching, or new com-
piler techniques, are going to be required in the future in order to ensure acceptable dynamic linking performance.
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