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Abstract:

The Miller effect, as it applies to VLSI wiring, is well-known: some combinations of signal values may expe-
rience apparent wire capacitances that are much larger than the static capacitances. Less well-known is
the “anti-Miller” effect: that some combinations of signal values may experience apparent wire capaci-
tances that are much lower than the static capacitances. The consequence of the Miller and anti-Miller
effects is a spread in wiring delays from maximum to minimum that may be three-to-one or more. The
spread in wire delays can play havoc with circuits and design practices that depend on wires having near-
constant delays.
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1 Introduction

The performance of VLSI circuits is strongly affected by the parasitic capaci-
tances of the metal wiring. Until recently only the total physical capacitance
on wires was considered in modeling the timing of visi circuits. But dy-
namic effects associated with switching signals can magnify some of the
physical capacitances to much larger apparent values. This magnification is
called the Miller effect, and it occurs when neighboring wires are switching in
opposite directions. It is therefore the coupling capacitance between neigh-
boring wires that is magnified by the Miller effect, and the magnification
factor can be very large: as much as two or more. And, with present day
VLSI processes, the coupling capacitances are large enough that the Miller
effect should be considered in timing a vLs! chip.

It is less well-known that there is also an “anti-Miller” effect: when neighbor-
ing wires switch in the same direction, their apparent coupling capacitance
is greatly diminished compared to their physical coupling capacitance. In
the limit the apparent coupling capacitauce vanishes and the apparent total
capacitance is perhaps 50% of its static value. Wires could, because of the
anti-Miller effect, be much “faster” than static capacitance numbers suggest.

The existence of both the Miller and anti-Miller effects implies a spread be-
tween the maximum and minimum delays of nets. With present-day visi
metal systems, this spread could be three-to-one or more. With this large



spread there is a danger that designers focussing on meeting cycle time
requirements (that is, setup-time requirements) may not pay sufficient at-
tention to the hold-time requirements that have been so easy to satisfy in
the past. There is especially the potential for data-dependent hold-time
problems, and designs strongly dependent on wires providing hold-time or
on wave-pipelining are likely to fail.

2 Background

The Miller effects (the Miller and anti-Miller effects) exist only because of
capacitive coupling between adjacent wires. Since the preferred direction
of wiring layers is typically alternated through the layer stack, the most
significant possibility for coupling, because of long parallel runs, occurs be-
tween wires on the same layer. Only recently have the wires become close
enough together that the capacitance between two wires on the same layer
is significant [1].

What has happened is that the ratio of horizontal distances (wire widths and
spacings) to vertical distances (wire and dielectric thicknesses), called the
aspect ratio, has changed greatly over the years. At the high aspect ratios
(>> 1) typical of past VLSI processes, the sideways coupling capacitances
represent a tiny fraction of the total wire capacitance. But aspect ratios
have declined to roughly one, making the sideways capacitances the largest
single portion of the total capacitance [1].

An aspect ratio near unity brings the Miller effects to the fore: the sideways
capacitances are now significant. And, because the Miller effects can either
double or cancel the large sideways capacitance, a very wide spread between
minimum and maximum apparent capacitance is possible. It is important to
understand that the Miller effects are relatively new as substantive phenom-
ena in VLSI chips: previously they were too small to notice. Designers should
not sink into complacency and ignore the Miller effects simply because they
have not caused problems in previous designs.


















effect output is:

!.’_(t) = Rolro (1 - (1 + \/ﬁ)g_u"'i ';(1 i \/E)e‘_fh‘z)

We cannot, from these equations, get a simple capacitance ratio as in the
cases of pure current source drivers. But we can compute the spread be-
tween the maximum and minimum times (Miller and anti-Miller effects) to
a particular output level.

Let f be the fraction of the final output voltage R,I, such that fR,I, is the
desired output level. If the Miller and anti-Miller times to reach fR,I, are
t74+ and t;_ respectively, then the spread in delays will be t5, /t;_. There
is no closed-form solution for ;4 and iy, but we can compute vy (ts4) =
v-(ty-) = %Rof,, and solve for the times numerically. This a very simple
numerical procedure; convergence is rapid even from poor initial solutions.

As an example, we can investigate the spread in the context of CMOS circuits.
The threshold of cMOs gates typically lies at about 50% of the signal swing
and it is common to consider this as the switching point for timing analysis.
So if we take f = 50% and solve for ¢74 and ¢;_, we will have a good idea
of the behavior of the spread in cMOS circuits. Figure 6 shows the spread
plotted against ¢ for f = 50% for Miller groups of 3 and 5 wires.

The most important thing to observe from Figure 6 is that the introduction
of R, has a small effect on the spread. The curves of Figure 6 are not much
different from those of Figure 5.2 The addition of finite output resistance to
the drivers does eliminate the sharp asymptote in the spread as a function
of ¢. But, over normal values of ¢, it is clear from Figures 5 and 6 that
adding R, has little effect on the qualitative or quantitative natures of the
Miller effects.

4 Consequences and Remedies

The presence of the Miller effects as important phenomena has important
consequences for timing and clocking methodologies. The difficulties arise

?For the mathematically inclined, the model of this section converges to the model of
section 3.3 as R, — oo.



Spread (ratio) of Miller and anti-Miller effects
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Figure 6: The spread or ratio of the Miller and anti-Miller effects as a func-
tion of the strength of the coupling for drivers with finite output resistances
with 3 or 5 wires in the Miller group.

not because the wire delays are large or small, but because the Miller ef-
fects can make wire delays so highly variable. Unfortunately, there are few
remedies, and these few antidotes are costly in wire density.

4.1 The Miller effects and timing analysis

Timing analysis has traditionally taken the view that active circuit elements,
transistors or gates, may exhibit variations in delay characteristics, but pas-
sive elements, such as wires, do not. The possibility that wires, too, may
exhibit variations in delay affects timing analysis and the extraction of wire
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information that is fed to the timing analyzer.

Proper allowance for the Miller effects requires that the timing analyzer ac-
cept information about wires as it does information about gates. A wire
may induce a range of delays through pattern-sensistive variation in appar-
ent capacitance. In the abstract, this should pose no problem for timing
analyzers since they are prepared to accept variations in gate delays. But
it may mean substantial modifications to particular programs because the
structures used to represent wires may not be appropriate.

The process of extracting information about wires that is fed to the tim-
ing analyzer must also change. Individual wires cannot be considered in
isolation; the extraction process must also include searches for long runs
of parallel wires that may be candidates for the Miller effects. Given the
very local nature of most extractors’ analysis, very different algorithms and
programs may be required to identify wires subject to the Miller effects.
Such enhanced extractors must be sensitive not only to the physical design
(layout, process, etc.), but also to the wirelist. Otherwise, large numbers of
false candidates may arise (see “Antidotes” below).

4.2 The anti-Miller effect and clocking methodology

The anti-Miller effect suggests that the minimum delays of nets could vary
widely and be dependent on data patterns. This implies that it is wise to
avoid clocking methodologies that are sensitive to hold-time violations else
designs might be plagued with hard-to-find bugs. Two clocking method-
ologies that are sensitive to hold-time violations are pulse-mode clocking
and wave pipelining. Both of these clocking methodologies would require a
heavy dose of the antidotes below if they are to be used in a VLSI process
with sufficient side capacitance that the Miller effects are prominent.

Pulse-mode clocking has been with us since the earliest days of electronic
digital computers [2]. Most recently it was popularized by the Cray-1, which
used a single-phase pulsed clock with a single latch for registers [3]. The
necessary hold-time was supplied by the fixed number of gates and the fixed
length of wire following each latch. The same rule was applied everywhere
to eliminate the possibility of hold-time violations. This worked because
there was a small spread in the ECL gates used and essentially no spread in
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the wires. But where a substantial anti-Miller effect may arise, it may be
difficult to guarantee a sufficient minimum wire delay without compromising
the speed of the system.

Wave pipelining has also come to the fore lately. Wave pipelining uses the
wires themselves for pipeline registers; it is a revisitation of the old delay
line-based computers of the 1940s and 1950s [4]. Wave pipelining depends
upon the net delays being uniform across the width of the pipeline. But the
Miller and anti-Miller effects say otherwise: there could be a large, data-
dependent spread in the wire delays of a wire-based delay line. It would be
necessary to place a shielding wire between each pair of data wires, cutting
the wiring density in half, if a wave pipeline is to work.

4.3 Antidotes to the Miller effects

There are measures that can be taken to reduce the magnitudes of the Miller
effects. Because the Miller effects are consequences of coupling between
adjacent wires, these antidotes depend one way or another on reducing the
coupling. There are two ways to reduce coupling: increase the spacing
between the offending wires or introduce shielding elements between the
offending wires. Both remedies reduce the available wiring density. There
is no free lunch.

Increasing the spacing is the simplest antidote. Regrettably, the effect is
not great unless the spacing is increased substantially; doubling the spacing
is the minimum in most cases to produce a substantial effect. Of course,
doubling the spacing cuts the wire density by one-third, assuming minimum
wire widths and spaces are about the same.

Shielding elements are very effective at reducing coupling capacitances. A
typical shielding element would be a wire that is frequently connected to
Ves or Vgq. Even at minimum spacings, shielding elements will effectively
eliminate coupling capacitances in most cases. And the shielding elements
can be used as parts of the power distribution nets. Shielding elements can
be placed in buses to ensure that large Miller groups cannot form. Figure 5
can be used to see what advantage can be gained by introducing shielding
elements (effectively, dummy bus wires) into large buses. As Figure 5 makes
clear, there is little change in effect as the group size becomes larger than five
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or so. The biggest advantage is obtained when there is a shielding element
for every three wires, but this cuts the wiring density by one-fourth.

5 Conclusions

Advances in VLSI processes have increased sideways coupling capacitances
such that the Miller and anti-Miller effects, previously insignificant phe-
nomena, have become important. These effects, deriving from the coupling
capacitances, respectively increase and decrease the apparent total wire ca-
pacitances, and, hence, increase and decrease the delays of nets. These ef-
fects are data- and timing-dependent: the magnitude of the effects depends
not only on the capacitance but also on the data patterns and timing coin-
cidences. Thus, they introduce an unpredictability into wire delays that has
not been present before. This unpredictability has important consequences
for timing analyzers and circuit extractors and will require discipline in
clocking methodologies. The remedies are few, and they are costly in wiring
density.
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Appendix A The Asymptotic Behavior of the
Miller Effect

The apparent Miller capacitance, C44, is a function of the size n of the

Miller group and the coupling ¢. In section 3.3, an equation was presented

for C44+ when n = 3:

1-¢%/2
l—c¢

Cas = Cr

This equation has an asymptote at ¢ = 1, where the apparent capacitance
becomes infinite when all the capacitance is coupling capacitance because the
middle wire cannot switch against the contrary swings of its two neighbors.
As n increases, the asymptotic value of ¢ declines to a limiting value. More
formally we can write this as:

lim lim Cay = 00

where ¢* is the value of ¢ at the asymptote. In this appendix, we show that
c* = 3/5. Clearly outlying members of the group have a substantial effect

through their coupling capacitances if the asymptotic value of ¢ is lowered
from 1 to 3/5.

The equations for the simple network model of section 5 are:

1
Cr¥i(s) = 2 1 0¥ 1(9) + CoVia(s)

where k ranges from 1 to n. Note that the index of the middle wire m is
such that n = 2m + 1. These equations can be written in matrix form as:

1
Y &)
sCr

where 1 is the vector of input currents, V is the vector of output voltages,
and G is the matrix of coefficients. The solution is, of course,

G'1
V= o (1)

18



requiring the inverse G™* of the matrix G. This matrix has the form:

1 —c/2
—¢/2 1 —¢/2
—c/2 1 —c/2
/! = (2)

/2 1 —¢/2
-c/2 1

in which only the non-zero entries are shown. All the non-zero entries lie on
one of the three diagonals, with 1s on the main diagonal and coupling terms
—¢/2 on the other two diagonals. Recall that ¢ = 2C./Cr and that, by defi-
nition, ¢ < 1: the coupling capacitance cannot exceed the total capacitance.

But we don’t need the whole inverse, we merely need the row corresponding
to the middle wire. And, using the symmetry of the matrix, we can get that
middle row by doing Gaussian elimination from the top and bottom towards
the middle simultaneously! Because of the top-bottom symmetry of G, we

can work from the top down, knowing that the same result applies to the
bottom-up direction.

Working top down, at each step we are eliminating the left-hand —c¢/2 term.
The sequence of steps for proceeding from row k to row k + 1 is:

1. Normalize row k by dividing by its diagonal element.
2. Add ¢/2 times row k to row k + 1.

The first step ensures that the diagonal element of row k is 1, and the second
step eliminates the left-hand —¢/2 term from row k 4 1. Step 2 is effectively
applied twice to row m: once to eliminate the left-hand —¢/2 term (the

top-down elimination) and once to eliminate the right-hand —¢/2 term (the
bottom-up elimination).

From this we can determine a recurrence relation for the unnormalized di-

agonal elements. Let Dj be the unnormalized diagonal element for row k
after elimination. Clearly

Dy=1 (3)

because the first row is unaffected by our top-down elimination process.
Each diagonal term in G is 1, and immediately above each diagonal term
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is a —¢/2 term (see equation 2). First, row k is normalized by dividing by
Dy. Second, ¢/2 times row k is added to row k + 1. Thus, for k+ 1 < m,
we have

RS w i P s 4
Dipi=143 55 =1- 5 (4)

When k + 1 = m, the same value is added twice to the diagonal element, 1,

o2

-Dm =k D1 (5)

and the elimination process is complete. We now need to show that this
recurrence converges and to what value.

To show that the recurrence defined by equations 3 through 4 converges, we
first need to show that Dy > ¢/2 for all £ < m. With that, we can complete
the demonstration of convergence. This is trivially true for D; = 1, so
proceeding by induction we have

2
Dp=le 1o &b

iD: S 1= 5 ep 2w

because Dy > ¢/2 and therefore ¢/2D; < 1. But e < 1,50 1 —¢/2 > ¢/2
and we have Dgyq > ¢/2 as was required. To show that the recurrence
converges, we show that the difference between successive values shrinks to
zero. The difference between successive values of Dy is given by:

ADy =D D 1 o5 e Yo € np
REERET R 4Dy iDyr ] ADDg 1

using equation 4 twice. Since Dj > c¢/2, the factor ¢?/4DyDg_; < 1, and
each difference is less than the previous one:

ADi < ADj_y

This is a square law progression and quickly ADy — 0. Thus the recurrence
3 through 4 converges.

If we let lim,, ..o Dr = D, then D is a fixed point of the recurrence, and D
must satisfy 4. Replacing both Dy and Di4q by D in 4 we have:



This equation can be written in the canonical form of a quadratic equation:
4D* —4D+* =0 (6)
The solution of 6 that satisfies D > ¢/2 is:

— pd
Ok Ll “21“ (7)

Now, if limp—cc Dm = D, then by combining equations 5, 6, and 7, we have:
D=2D-1=V1-¢

Though not directly relevant to computing the asymptote, this last result is
necessary to compute the actual limiting apparent anti-Miller capacitance.

So far we have not managed to derive an expression for C44(n,c). But now

we have the necessary tools. If m is the index of the middle wire (recall that
n = 2m + 1), then from 1 we have

Gl
Vin = SCr (8)

where G;! is the row of the inverse of G corresponding to the middle wire.
If §; are the elements of G;;! and I; are the elements of I, then

1
Vim = —- 9;1; (9)
sCr 15%_:::
Note that G;! is symmetrical about its middle element making §; = gn+1-;-

There are two interesting cases of input vectors, I, corresponding to the

Miller and anti-Miller effects. The input current vector for the Miller effect
is:

(“1.\
-1
=1 1
=
\ <t J
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All of the elements have the value —I except the middle wire, which has the
opposite drive, I. Both the input vector and the §; are symmetrical about
the middle, so the Miller effect output voltage is '

G, I |. A
b= sCr *E(m—z 2 g,)

1<7<m
The apparent Miller capacitance, C 44, is therefore:

Cr
Gm — 2 Zlﬁj(m 9;

Cat+ = (10)

The same kind of analysis leads to an equation for the apparent anti-Miller

capacitance. Though it is not required for the asymptote it is useful to see
the symmetry. The result is:

Cr

Ca.=~ -
gm + 2 1<icm 9i

Both Miller effects depend on the same sum. Computing that sum is the
next step.

It is easier to find the unnormalized sum P = DY i<jcm ;- We can
derive a recurrence relation for P as follows. Working from the top down,
and therefore to the left of the main diagonal, we see that for the first row,

P=0 (11)

because there are no entries to the left of the diagonal. In moving from row
to row, the previous sum is multiplied by ¢/2Dy by the elimination process
and a new term, whose value is ¢/2D; is appears under the main diagonal.

Therefore "

c c
2_‘DkPk+ﬁ— 5’5;(1:*4-1) (12)

is the recurrence for Pi. It is straightforward to show, as we did for Dy,
that the P, converge to a fixed value. This value is given by:

Piy1 =

c

c
P=3pP+V=35—=

(13)

Now we can proceed with the computation of the asymtote.
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Noting that g, = 1/D,,, we have from equation 10:

Cr . Cr
m_22155<m§3’ 1-2P,
where n = 2m+1. The apparent Miller capacitance has its asymptote where
the denominator, 1 — 2P, is zero, which is at P, = % Rewriting equation
13 to solve for D in terms of P we find:

_(P+1)
Bz 2P

Cpy = = 14
A= 3 (14)

and, at P = %, we have D = %c. If we substitute this value of D into
equation 6 we get:
10¢® —6e =0

whose non-zero solution is ¢ = 3/5. Hence the asymptote for the apparent

Miller capacitance of large groups converges to 3/5 as the group size becomes
infinite.
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