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Abstract

Compiler fuzzing with randomly generated input programs is a
powerful technique for finding compiler crashes and miscompila-
tion bugs. Existing fuzzers for compilers are often unguided and
must be manually parameterized to cover different parts of the
compiler under test.

In this work we present Lool, an approach for fuzzing a com-
piler with low overhead, guided by optimization log information
produced by the compiler. The optimization log tracks program
transformations performed by the compiler on the level of indi-
vidual methods compiled. We argue that using the optimization
log has less overhead than off-the-shelf code coverage tools. At
the same time, the optimization log’s per-method data gives more
information than code coverage collected over a number of distinct
compilations. The level of detail of the optimization log is also easy
to tune for the use case of guiding a fuzzer.

We are integrating the Lool approach in an existing fuzzer for
the GraalVM compiler. A genetic optimization algorithm uses opti-
mization log information for tuning code generation parameters
with the goal of covering optimizations that were previously rarely
exercised. Initial experiments confirm that varying the generator’s
parameters is effective at finding new bugs. The genetic algorithm
will automate the exploration of the parameter space to improve
testing of currently insufficiently fuzzed parts of the compiler.

CCS Concepts

• Software and its engineering→ Software testing and debug-

ging; Just-in-time compilers.
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1 Introduction

Bugs in compilers can have a significant impact on users, especially
when the symptom is not a crash, but a silent miscompilation. Ascer-
taining that a suspected program bug is actually a miscompilation
is a time-consuming process for software developers. Hand-written
tests for the compiler, such as unit tests for specific components, typ-
ically cover cases the compiler engineer already envisions during
development, but edge cases are easily overlooked.

Our work concerns testing of the GraalVM compiler, a compiler
for Java and other languages (Section 3.3). Being written entirely in
Java, the GraalVM compiler is not affected by memory safety issues
plaguing compilers written in C or C++. However, the GraalVM
compiler is not immune to implementation errors, occasionally
leading to miscompilations or failed assertions, which lead to a
crash. An effective way to compensate the blind spot of hand-
written tests is compiler fuzzing. Compiler fuzzing aims to cover the
missing test scenarios by feeding random inputs to the compiler.
We developed a compiler fuzzer targeting the GraalVM compiler
and, in line with other compiler fuzzing work [38], found several
previously unknown bugs.

However, the ongoing effectiveness of a compiler fuzzer depends
on the capabilities of the input code generator. The generator can
trigger certain compiler optimizations only with very specific com-
binations of language features. A naive input generation approach
uses a fixed probability distribution of language features to in-
clude. A problem with this approach, however, is the marginally
small probability of certain language feature combinations occur-
ring in a test program of limited size. If these combinations are
necessary to trigger a specific optimization, the optimization re-
mains untested with a high probability. Groce et al. propose a
method called swarm testing that varies code generator configu-
rations throughout a fuzzing campaign to generate more diverse
test cases [14]. In the literature as well as in our own experiments,
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this has proven to be effective. Directed swarm testing [2] is a re-
finement of this method that guides the configuration mutation by
code coverage data collected during testing.

Code coverage is a popular feedback mechanism for steering a
fuzzer’s input generation [26]. “Code coverage” is an umbrella term
for several different kinds of coverage (e.g., basic-block coverage,
edge coverage, 𝑛-gram coverage). Given the large number of AFL
descendants, AFL’s edge coverage is presumably the most common
coverage used. However, when fuzzing software written in Java,
AFL’s assembly-level coverage instrumentation is too fine-grained.
Instead, a solution for Java is to instrument Java bytecode instead
of assembly code, for example with JaCoCo1. JaCoCo incurs a non-
trivial overhead and lacks the frequency information of AFL’s edge-
coverage instrumentation. A common shortcoming of all these
coverage metrics is the lack of context.

Based on these observations, in this work we extend a fuzzer for
the GraalVM compiler to leverage a new kind of coverage: We pro-
pose to use the GraalVM compiler’s optimization log for coverage
feedback. Our fuzzer uses the precise, domain-specific information
from the optimization log to guide the input generation towards
rare or entirely uncovered compiler optimizations. At the core of
the input generation is a genetic algorithm that uses the coverage
feedback to choose among different generation options. During our
experiments so far, we have found 30 previously unknown bugs in
the GraalVM compiler.

To summarize, this paper contributes the following:

• We present Lool, an optimization-log guided fuzzer that
uses domain-specific knowledge to reach even rare compiler
optimizations.

• We describe the relevant details of the GraalVM compiler
fuzzer (Section 4) and the optimization-log guided, genetic
input mutation (Section 5).

• We lay out a detailed evaluation plan for Phase 2 of the
Fuzzing workshop (Section 6).

2 Motivation

Our goal in this work is to change the code generator’s parame-
ters in order to produce code that triggers rare optimizations more
often. Like other fuzzers based on fixed probability distributions,
GraalVM’s fuzzing also has the problem that it does not exercise all
parts of the compiler equally. Some optimizations are very frequent,
while others are triggered very rarely. Figure 1 shows the counts
for certain optimizations we recorded for one fuzzing campaign
with 1000 randomly generated Java programs using the code gen-
erator’s default configuration. The least frequent optimization in
this data set occurs 11 times overall. In contrast, other optimiza-
tions apply hundreds of thousands or even millions of times on the
same 1000 test programs. Our goal is to steer the GraalVM fuzzer
towards exercising the rarer optimizations.

Code coverage would, in principle, tell us whether certain op-
timizations were exercised or not. For Java, code coverage can be
either line coverage (e.g., JaCoCo) or an AFL-like coverage bitmap

1https://www.jacoco.org/jacoco
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Figure 1: Counts of selected optimizations during the compi-

lation of 1000 fuzzed test cases (logarithmic axis).

that additionally records execution frequencies as orders of mag-
nitude (e.g., JQF [29], Jazzer [19]2 or kelinci [21]). However, code
coverage suffers from two major drawbacks:
Overhead Collecting code-coverage information while fuzzing the

GraalVM compiler comes with non-negligible overhead. For
example, Nagy and Hicks report a 36% overhead for AFL [28],
and we observed a 17% decline in test case throughput with
JaCoCo code coverage. Similarly, the coverage instrumenta-
tion of JQF [29] and Kelinci [21] relies on bytecode instru-
mentation that adds runtime overhead.

Context Insensitivity JaCoCo’s code coverage does not contain
information about the context, such as the domain knowl-
edge that a compiler compiles separate methods. As a result,
conventional coverage tools merge the coverage information
for the separate runs of the JIT compiler on these methods.
Such merged information can tell us that on a given input
program the compiler optimizations 𝑋 and 𝑌 were exercised,
but not whether optimizations𝑋 and 𝑌 happened during the
same compilation of a single method.

In contrast to code coverage, our Lool approach to guided com-
piler fuzzing has low overhead, is precise, and can be made context
sensitive according to an appropriate domain-specific notion of con-
texts. Consider the example loop in Figure 2a. This loop contains

2According to the Github repository, Jazzer switched to JaCoCo to provide coverage
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int sum = 0;
for (int i = 0; i < array.length; i++) {

if (i == 0)
log("summing non-empty array %s", array);

sum += array[i];
}

(a) Example loop not amenable to loop vectorization due to control

flow and a method call in the loop.

int sum = 0;
if (array.length > 0) {

log("summing non-empty array %s", array);
sum += array[0];
for (int i = 1; i < array.length; i++) {

sum += array[i];
}

}

(b) Example loop after loop peeling. The remaining loop is amenable

to loop vectorization.

Figure 2: Combination of compiler optimizations.

control flow and a method call, making the common optimization
of loop vectorization inapplicable. However, applying loop peeling to
separate the first loop iteration from the rest produces the loop in
Figure 2b, which can be vectorized. Such information about pairs
of optimizations can be interesting, since many intricate compiler
bugs involve interactions between multiple compilation phases.

Code coverage could tell us that the separate optimizations have
taken place as the compiler was compiling a given program, but
it cannot tell us that they took place within the context of the
compilation of a single method. In contrast, our coverage based
on the optimization log can be configured to record the fact that
the optimizations happened in the same method or even on the
same loop. Thus, a context-sensitive coverage metric that is aware
of the context of separate compilations, and that does not merge
information from separate contexts, can guide the fuzzer in the
direction of such interesting optimization pairs.

3 Background

3.1 Genetic Algorithms

Our proposed solution is based on a genetic algorithm [17]. In
general, a genetic algorithm operates on a set of individuals. The
set of individuals is called the population and is iteratively mutated
and evaluated. The evaluation of each individual in a population
yields a fitness score to judge the individual’s ability to reach some
predefined goal. Based on this score, the genetic algorithm creates a
new generation (the next population) whose individuals are mutated
descendants of selected individuals of the previous generation. The
process of mutating individuals or combining individuals to form an
individual of the new generation is sometimes called reproduction.
A high fitness score raises the chance of the genetic algorithm
choosing an individual for reproduction. This selection process
ensures that desirable individuals can pass their properties to more
children while less desirable individuals might not reproduce at all.

3.2 JIT Compiler Fuzzing

As most software is processed by a compiler at some point, and
compiler bugs can have severe consequences, compiler fuzzing is of
particular importance [25, 37, 38]. Compiler fuzzers are faced with
a number of specific challenges. First, constructing valid inputs
(i.e., inputs that are not rejected at an early stage) typically requires
specialized input generators to prevent the majority of inputs be-
ing rejected by the parser. Second, miscompilations, i.e., incorrect
compilations that crash neither the compiler nor the compiled pro-
gram, but lead to erroneous programs, are hard to detect. Generic
fuzzers typically use sanitizers to detect non-crashing, but faulty
program states in their subjects. Sanitizers cannot, however, detect
miscompilations. Third, like fuzzers in general, compiler fuzzers try
to exercise previously unexplored states in the state space of the
compiler. To that end, compiler fuzzers must be able to differentiate
such compiler states and steer input generation to reach new states.

JIT compilers face a specific fourth challenge: When a JIT com-
piler runs as part of a virtual machine (VM), even valid inputs might
run solely in the VM’s interpreter, thus never reaching the actual
fuzzing target.

Thus, JIT compiler fuzzers must solve the following problems:
A How to generate inputs that are both syntactically correct

and do not exit early due to a semantic error?
B How to generate inputs that are actually JIT compiled?
C How to detect miscompilations?
D How to differentiate compiler states?
E How to adjust the input generation to reach new states?

3.3 GraalVM

We are studying compiler fuzzing in the context of GraalVM, a
family of technologies for high-performance execution of programs
written in various programming languages3.

3.3.1 The GraalVM compiler. GraalVM features both just-in-time
(JIT) and ahead-of-time (AOT) compilation of programs written in
Java and other languages such as Scala or Kotlin that compile to
Java virtual machine (JVM) bytecode. GraalVM also includes the
Truffle language implementation framework [36]. Truffle allows
users to implement, and obtain a JIT compiler for, domain-specific
languages or other programming languages. The GraalVM project
maintains Truffle implementations of several common languages
including Python, JavaScript, and Ruby. The common GraalVM
compiler compiles all languages running on GraalVM (i.e., Java
and Truffle languages) to machine code. Thus, bugs in the compiler
affect all GraalVM use cases and the compiler’s reliability is of
utmost importance to the GraalVM project.

3.3.2 GraalVM optimization log. The GraalVM compiler can gen-
erate an optimization log during compilation. This log includes
entries for every optimizing code transformation the compiler per-
forms. Full log entries include the compiler phase performing the
optimization, the name of the optimization performed, and the
source code location of the program position where the optimiza-
tion was performed. An example optimization log entry is shown
in Figure 3. The log data is used by various debug tooling and can
be exported as a text file in JSON format.
3https://www.graalvm.org
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"phaseName": "UseTrappingNullChecksPhase",
"optimizations": [ {

"optimizationName": "UseTrappingNullChecks",
"eventName": "NullCheckInsertion",
"position": {

"HashCodeTest.hashCodeSnippet01(Object)": 1
}

} ]

Figure 3: Example GraalVM compiler optimization log entry,

describing the elimination of an explicit null check.

An abridged form of the optimization log only increments a
counter for each optimization performed. These counters have very
low overhead compared to the full log or code coverage information.
Our current work uses only the optimization counters as feedback
to guide our fuzzer. Future extensions will use a fuller log, which
will allow us to use context-specific information, such as whether
two different optimizations happened in the same method.

4 GraalVM Compiler Fuzzing

In this work we focus on fuzzing JIT compilations of Java code
using the GraalVM compiler. To that end, we built a new fuzzer
that specifically targets the GraalVM compiler. Since our fuzzer
differs in certain aspects from existing Java fuzzers, we describe
the relevant details in the following sections.

4.1 Input Program Generation

Our fuzzer generates Java source code based on the “liveness-driven”
random code generation approach [3]. In this approach, all values
computed by the program are eventually used by later statements
in the program. This avoids unused computations being trivially
eliminated by the compiler, thus increasing the density of “inter-
esting” code per test case. Our generator ensures syntactically and
semantically correct inputs by design, solving Problem A.

Our generator supports a large subset of Java, including:
• class structures: multiple classes with inheritance, multiple
methods per class with overriding of inherited methods,
enum classes, both static and non-static fields in classes

• statements: assignments, if statements, while and for loops
including break and continue, synchronized blocks

• expressions: use of method parameters, class fields, local
variables, array elements (inside for loops only); arithmetic,
comparison, logic, and conditional expressions

• method calls: calls to methods defined in the same generated
program, to a helper library, or to a small list of explicitly
allowed pure methods from the Java standard library

The likelihood of generating each of these features and their exact
form (e.g., the number of classes and methods generated or maxi-
mum statement depth) can be configured with parameters. We call
a set of such parameters a parameter vector.

Our generator also combines these features into certain patterns,
such as map-style for loops (i.e., loops that read an input array,
compute on each element, and write corresponding elements of a
result array). Such patterns enable specific optimizations [24].
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Interpreter
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Output
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Test 
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Figure 4: Overview of the GraalVM fuzzing framework.

The generated programs include a main method that calls other
generated methods and prints their results. The inputs to these calls
are embedded in the code as constants or are pseudo-randomly
generated by the helper library, with a fixed seed per program. The
helper library included with each program also contains methods
for printing and hashing of data for which Java’s default toString
and hashCodemethods don’t provide deterministic behavior across
runs. Thus we generate fully self-contained, stand-alone programs
that print the same deterministic data on each run. The generator
itself uses a pseudo-random number generator and embeds the seed
as a comment in the program for easy reproducibility.

4.2 Test Execution

Our fuzzer tests the generated programs using a test harness that
compiles the Java source code to bytecode with javac and loads
the bytecode classes. Fig. 4 gives an overview of the test execution.
First, the harness receives the generated program from the input
generator 1 (see Section 4.1). The harness executes the program’s
mainmethod in the Java bytecode interpreter and records its output
as the reference output 2 . After interpreting the test program,
the harness compiles methods in the program with the GraalVM
compiler 3 . The harness compiles all methods starting from main
up to a certain call graph depth and installs the compiled code as the
default. The explicit compilation of methods with existing profiles
avoids the need for JIT-compilation triggering snippets. As all later
executions of the test program execute the compiled methods, this
compilation step solves Problem B, i.e., inputs not reaching the
JIT compiler. Running the interpreter prior to the compilation, but
within the same VM instance, has two advantages:

(1) The interpreted run warms up the VM’s profiles, which guide
certain compiler decisions. Compilation of methods with
warmed up profiles resembles real-world compilations more
faithfully. We found certain profile-dependent bugs only
thanks to the warmed up profiles.

(2) The test program has to run in the interpreter only once. In
contrast, many Java fuzzers interpret a test program twice:
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public static void main(String[] args) {
double var12 = 95.5965959289008;
double var13;
for (int i2 = 527935578; i2 <= 527935876; i2 = i2 + 3) {
var13 = i2;
var12 = var12 - Math.log10(Long.sum(1706025860L,

(long) var13));
}
GraalDirectives.deoptimize();
}

Figure 5: Example bug after test case reduction. The GraalVM

compiler crashed while compiling this method.

once in interpreter-only mode and once with both the in-
terpreter and the JIT compiler enabled. Thus, the test pro-
gram runs entirely in the interpreter the first time and at
least partially in the second run, until the hot methods are
JIT-compiled [1, 23, 35]. Such an approach is more time-
consuming due to the (initially) slower execution of inter-
preted code. More importantly, with such an approach only
certain parts of the test program actually reach the JIT com-
piler.

Finally, the harness executes the mainmethod again, this time using
the newly GraalVM-compiled methods, and compares the output
to the reference output 4 .

The harness detects crashes of the GraalVM compiler and mis-
matches in the outputs of the reference and compiled runs, and
reports these as errors. The differential testing against the inter-
preter solves Problem C, i.e., detection of miscompilations.

This fuzzing framework has been in regular use within the
GraalVM project for three years. It has been effective at finding
both miscompilations and bugs that crash the compiler with failed
assertions or unexpected exceptions being thrown.

We use off-the-shelf source code reducers such as Perses [31]
to reduce programs that provoke errors to minimal versions for
easier debugging. Figure 5 shows an example of a reduced, crashing
compiler bug found by our GraalVM fuzzer.

5 Design and Implementation of LOOL

In Section 4 we described how our GraalVM fuzzer solves three of
the five challenges described in Section 3.2 (Problems A to C). For
the remaining challenges (Problems D and E), we propose a new,
domain-specific approach. Lool uses the compiler’s optimization
log (see Section 3.3.2) to select among suitable parameter vectors.
The selection process is driven by a genetic algorithm that tries
to breed more desirable parameter vectors over time. Fig. 6 shows
an overview of the interaction between the genetic algorithm, the
input generator and the optimization log.

5.1 Overview

The idea of using an evolutionary algorithm in (compiler) fuzzing
is not new. In fact, producing new inputs with an evolutionary
algorithm is at the core of the popular fuzzer AFL and its descen-
dants [39]. Some fuzzers even use genetic algorithms, a subbranch

GraalVM 
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Harness

Program
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Optimization 
Log

Test 
Program

Generation 
Parameter Genetic

Mutation

Test Program

Profiles

Figure 6: Genetic mutation of input programs based on

optimization-log coverage.

of evolutionary algorithms that includes crossover, to generate in-
puts [18, 32]. However, these fuzzers typically apply the evolution-
ary algorithm directly to the inputs (e.g., the generated programs).

In our case, mutating the input program directly would, with
a high probability, destroy the liveness and semantic-correctness
properties of the input. Instead, our genetic algorithm mutates
parameter vectors (see Section 4.1). That is, a population consists
of different parameter vectors, each of which we use to generate a
certain number of input programs. A parameter vector is desirable
if it triggers new optimizations or bugs. The approach of mutating
the input generator’s parameter space instead of the inputs (i.e., test
programs) resembles the idea of Zest [30]. Zest aims to bridge the
gap between bit-level mutations operating on bit sequences and
high-level structural mutations on syntactically valid inputs.

The genetic algorithm starts with a set of baseline parameter
vectors, fuzzes with each vector and builds a new generation of
parameter vectors based on the fuzzed compiler’s feedback. This
process repeats for a set number of generations if specified, other-
wise it runs indefinitely.

5.2 Shrinking the Search Space

Even with a relatively small number of tunable probabilities in a
parameter vector, the search space is large. A large search space
increases the time until the genetic algorithm discovers more inter-
esting parameter vectors and thus slows down the fuzzing effort.
Our code generator has over 120 parameters, so we restrict the pa-
rameter vectors to a subset of the possible parameters. The reason
for this choice is that some parameters have a significant influence
on the generated code, while changing others is less noticeable.

We experimented with subsets of the parameters in the full
parameter vector to analyze how the generator reacts to changes
of each parameter. By matching the resulting optimization logs
with sets of parameters, we calculated a rough correlation between
parameters and optimizations. We consider all parameters that
show a non-negligible absolute correlation coefficient (|𝑟 | > 0.3) to
at least some optimizations to be good candidates for mutation.

More specifically, during our preliminary experiments, we re-
stricted the genetic algorithm to consider five of the ten possible
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Figure 7: Workflow of our genetic algorithm loop.

statement types: if statements; fold-style for loops; map-style for
loops; while loops; and synchronized blocks. Similarly, we lim-
ited the optimization of expression probabilities to six of ten: local
variable initialization; local variable usage; parameter usage; binary
(arithmetic or logic) expression; call of a generated method; and
ternary (conditional) expression.

5.3 Fitness

After fuzzing with each parameter vector in a generation, the ge-
netic algorithm assesses the fitness of each vector. Our desired out-
come is a population of diverse parameter vectors, each of which
either triggers different optimizations with a greater likelihood
than its siblings, or even triggers bugs. As we want to score param-
eter vectors relative to each other, we do not compute their fitness
scores in isolation, but relative to the entire generation. For this we
compare the parameter vectors’ fitness along multiple dimensions.
Specifically, we are interested in the number of different rare opti-
mizations the parameter vector triggered and in the number of bugs
discovered.

In preliminary experiments we identified seven GraalVM com-
piler optimizations that were reported fewer than 100 times in a
batch of 1000 test cases. We used the counts of only these seven
rare optimizations in the optimization log for ranking individuals
by fitness. More frequent optimizations did not contribute to the
fitness score. Additionally, we used the counts of bugs and non-
terminating compilations that had occurred. As bugs and timeouts
are infrequent, usually only a few parameter vectors have a count
greater than zero in this category. In these cases the algorithm
considered only individuals with a strictly positive count, so as not
to reward vectors for doing nothing.

For each of these nine dimensions, we rewarded the ten best
individuals with a score from 10 to 1, multiplied by a weight. The
weight was configured manually and depended on the importance
of stressing a specific optimization, e.g., because its code was rela-
tively new and less tested. Considering that the primary goal of the
fuzzer is bug finding, the weight for the bug and timeout dimensions
was generally higher than for triggering an optimization.

To avoid overfitting on bugs that are easy to trigger, we scanned
the error messages for specific substrings to identify known bugs
and exclude them from counting. Improving this deduplication, e.g.
with more specific error codes, is the subject of ongoing research.
Overfitting on the seven optimizations poses a similar threat, so we
plan to dynamically select the N rarest optimizations of a generation
for ranking in Phase 2 of this work.

5.4 Building Generations

As shown in Fig. 7, the genetic algorithm mutates and crossbreeds
parameter vectors to form a new generation. During mutation the
genetic algorithm adjusts the parameters in a parameter vector.
Most of these parameters are independent of each other. For ex-
ample, parameters such as InitInStaticBlock (probability that a
variable is initialized in a static initializer block) describe prob-
abilities that guide binary decisions in the generation process.
We randomly decrease or increase independent probabilities by
a small amount while staying in the valid range, typically be-
tween 0.05 and 0.95. Similarly, for discrete parameters, such as
StatementDepth (the maximum expression depth of a statement),
we decrease or increase their value by a small discrete amount
while staying within the defined bounds.

Statement and expression distributions form probability distribu-
tions, where each statement or expression type has some probability.
We mutate distributions by selecting an entry which “steals” from
another entry’s probability by increasing itself and decreasing the
other. This ensures that the total sum of probabilities in a distribu-
tion stays constant. As we only include a subset of the distribution
in the parameter vectors (see Section 5.2), we equally distribute
the difference to 1 among the excluded probabilities. With a low
probability, currently 5%, we perform an extreme mutation where
the property steals from every other probability, biasing the distri-
bution towards the chosen property. Table 1 shows an abbreviated
example of a parameter vector before and after mutation.

With a configurable probability, we perform a crossover of two
parameter vectors to create a vector for the next generation. In-
dependent probabilities and discrete parameters are each chosen
randomly from either parent, but distributions are chosen as a
whole to prevent violation of the constraints.

6 Evaluation

This section summarizes the preliminary experiments we have run
so far, as well as our hypotheses for future detailed evaluation of
the Lool approach.

6.1 Impact of Code Generation Parameters

Preliminary experiments. We performed initial experiments with
varying the code generator’s options to explore different distri-
butions of generated code constructs. Besides manual tuning and
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Table 1: Simplified genetic representation of an individual

before and after mutation. For example, Probabilities shifted

from While to MapFor and from Param to Local. Note that the
table does not show all the probabilities, which is why the

sum of probability distributions does not sum up to 1.

Parameter Before After
Statement distribution

If 0.0637 0.0637
FoldFor 0.0726 0.0726
MapFor 0.0767 0.1267

While 0.1761 0.1261

Expression distribution
Init 0.0703 0.0703
Local 0.0891 0.1291

Param 0.1206 0.0806

Binary 0.1059 0.1059

Independent probabilities
InitInStaticBlock 0.2548 0.2367

InheritClass 0.5162 0.5001

Cloneable 0.2074 0.2074

Discrete parameters
StatementDepth 2 3

random modification of options, we systematically explored edge
cases by biasing statement and expression distributions heavily
towards one element of the distribution (Section 5.2).

Inspection of the optimization logs generated by the compiler
confirmed that some parameters correlate with particular optimiza-
tions. This was, of course, expected at a high level: For example,
loop optimizations can only apply on code containing certain loop
shapes. Disabling generation of loops will therefore disable loop
optimizations. Our goal is to automatically learn more complex
relationships between sets of parameters and optimizations, so that
we can guide the fuzzer towards less frequently seen optimizations.

These initial experiments over a time frame of about threemonths
identified 30 new crashing bugs in the GraalVM compiler. We be-
lieve that most of these bugs would very likely not have been found
during routine fuzzingwith unmodified parameters, as daily fuzzing
of GraalVM generates new bug reports at a much lower rate. About
half of these new bugs were found by various parameter tuning ap-
proaches, while the other half was then found by prototype versions
of the genetic algorithm.

Hypotheses. We hypothesize that further, directed, variation of the
code generation parameters will discover many new compiler bugs
compared to the code generator’s default configuration.

6.2 Overhead of Coverage Information

Preliminary experiments. Our goal in using the optimization log,
and specifically only the counters recorded by the optimization log
machinery, is efficient collection and subsequent processing of only
relevant coverage data. As our preliminary measurements show,
recording of line coverage information of the GraalVM compiler
with JaCoCo adds significant overhead to the execution time of

our fuzzing runs, even without analyzing the recorded coverage
information. This overhead reduces the number of test cases we
can execute in a given amount of time.

Hypotheses. We hypothesize that full line coverage information
of the compiler contains too much irrelevant information with re-
gards to our goal of guiding the fuzzer towards rarely executed op-
timizations. While it would be possible to extract only the relevant
information that is comparable to the optimization log counters
(coverage of exactly those lines that call the optimization log ma-
chinery), this would involve recording and then parsing masses
of irrelevant data. We intend to show in more detail that an ap-
proach based on the optimization log can increase the number of
rare optimizations executed and find bugs with low overhead.

We also hypothesize that optimization log data is useful for
increasing overall code coverage of the compiler. Our intuition for
this hypothesis is as follows: Rare optimizations are triggered by
particular code shapes, and their implementation checks particular
preconditions on those code shapes. As the guided fuzzer learns
to generate such code shapes, it will also learn to generate similar
code shapes that “get close to”, but do not actually trigger, the
rare optimizations in question. Thus we suspect that a fuzzer that
is good at triggering rare optimizations should also be good at
triggering other code paths in the compiler phases implementing
those optimizations. Overall code coverage of these compiler phases
should therefore increase. Coverage in phases implementing more
common optimizations should not suffer, since common code paths
will still be executed by many generated tests.

6.3 Context-Sensitive Coverage Information

Problem statement. While coverage metrics such as line coverage
or method coverage record much irrelevant information, they also
do not record information that may be relevant in the particular
application domain. Recall from Section 4 that our fuzzed test pro-
grams contain multiple methods, which are all compiled in a run of
the test. As noted in Section 2, it can be useful to keep the coverage
information for the compilations of individual methods separate
from each other. This would allow us to determine whether certain
combinations of optimizations applied within the same method,
which would be useful for uncovering bugs only found through the
interactions of multiple complex optimizations.

The full GraalVM optimization log currently records more in-
formation than we would need to search for pairs of optimizations
within a method being compiled. The simpler optimization log
counters merge information from separate compilations, so they
are not context-sensitive.

Hypotheses. The internal GraalVM API for recording optimization
log information is clean, so as domain experts it will be simple
to implement recording of just the context-sensitive set of opti-
mization events per compiled method. We hypothesize that this
modification will allow us to guide the fuzzer towards exercising
previously untested pairs of optimizations while keeping a low
overhead due to not recording any irrelevant data.
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6.4 Future Evaluation Plan

We will finalize the implementation of our genetic algorithm for
guiding the GraalVM compiler fuzzer based on feedback from the
optimization log. Given the above observations, we are planning to
perform the following full experiments for Phase 2 of this work.

6.4.1 Experiment Evaluation. We will evaluate four different con-
figurations, each running 10 times for 24 hours:

Default Configuration hardcoded parameters in the code gener-
ator, as currently used in day-to-day GraalVM fuzzing.

Context-Insensitive Lool a variant of Lool that uses optimiza-
tion log counters, with the objective of significantly increas-
ing the number of previously rare optimizations.

Context-Sensitive Lool a Lool variant considering per-method
optimization pairs, with the objective of exercising as many
distinct pairs of optimizations as possible.

AFL a configuration where we replace optimization-log coverage
with AFL code coverage and replace the input mutation
with AFL. Specifically, we will use bytecode-instrumentation
like in JQF [29] to achieve AFL code coverage including
frequencies. We will let AFL mutate the parameter space by
using a proxy binary as AFL’s test subject as implemented
in Kelinci [21] and JQF [29].

During each run, the Lool configurations try to breed as many
generations as possible. Each generation consists of 16 parameter
vectors and the fuzzer creates a new generation when each vector
has generated 40 tests or after one hour, whichever happens first.

We will evaluate the different configurations according to the
following criteria:

• number of rare optimizations applied
• number of interesting optimization pairs applied
• number of unique bugs found
• amount of code coverage, measured as line coverage

We will additionally compare the overheads of collecting and
parsing the two types of optimization log coverage data with the
overhead of collecting method and line coverage using JaCoCo and
AFL coverage using JQF’s coverage instrumentation. The success
criterion is significantly reduced execution time of compiler tests
with optimization log data collection vs. standard code coverage
tools.

7 Related Work

Swarm testing. Lool follows the idea of swarm testing [14]. The
insight behind swarm testing is that inputs including more features
are not necessarily beneficial and in some cases even detrimental
to the testing effort [13]. Features, in our case Java language con-
structs, can either trigger, suppress or be irrelevant for a certain
bug. Thus, Lool tries to achieve a large diversity of input features,
which includes also the omission of features in some inputs. Alipour
et al. extended swarm testing to be directed [2]. Like Lool, directed
swarm testing incorporates statistical information about triggers
and suppressors from previous runs into the generation of inputs.
However, Lool chooses the targets for its directed swarm testing
approach automatically based on the optimization log coverage.

Alternative coverage metrics. The majority of fuzzers today uses
some variant of code coverage (e.g., branch coverage, block cov-
erage or 𝑛-gram coverage) for the coverage-feedback mechanism.
Recent work suggests, however, that code coverage alone is insuffi-
cient to judge a fuzzer’s bug-finding performance [5]. In particular,
code coverage is often not sensitive enough to detect bugs in already
covered code [33]. Improved versions of code coverage, such as
context-sensitive branch coverage aim to increase the sensitivity
but suffer from coverage-state explosion [8]. To mitigate the short-
comings of code coverage, researchers have suggested alternative
coverage metrics [11, 12, 16, 22, 27]. In contrast, Lool leverages
a more abstract and domain-specific coverage metric and is, thus,
less prone to state explosion.

JIT compiler fuzzing. Fuzzili is a coverage-guided fuzzer for
JavaScript VMs that builds and mutates JavaScript input programs
based on a custom intermediate language [15]. The generated pro-
grams are always syntactically correct, avoid semantic errors, and
contain JIT compilation triggering fragments. Fuzzili does not, how-
ever, detect miscompilations. JITPicker extends Fuzzili by creating
JavaScript functions that expose the interpreter state at different
points, such as variable values [4]. With this state exposure, JIT-
Picker can perform differential testing against the JavaScript inter-
preter and detect miscompilations. FuzzJIT follows the same idea
of differential testing against the interpreter [34]. To exercise more
potentially interesting parts of the JavaScript JIT, FuzzJIT uses spe-
cialized input templates containing, for example, array expressions.
JavaTailor follows a similar approach by weaving historical test
programs into its seeds[40].

Classfuzz mutates Java class files based on JVM code cover-
age [10]. Classming follows a similar approach, but it guides the
class file mutation based on the executed instructions in the class
file [9]. JITFuzz is a coverage-guided fuzzer for the JVM [35]. In
contrast to Lool, JITFuzz uses Java class files as inputs and mu-
tates them based on the coverage feedback. Similar to Lool, the
mutations are specifically tailored to exercise JVM JIT compiler opti-
mizations. Artemis generates input programs with Java* Fuzzer [1]
and transplants code snippets from JIT compiler test suites into the
program [23]. In addition, Artemis tests combinations of compiled
and interpreted methods by triggering only compilation of ran-
domly selected methods in the input program. Following the spirit
of swarm testing, the authors of JOpFuzz investigate triggering
test case features and required JVM options based on real bug re-
ports [20]. In an initial step, JOpFuzz tries to automatically infer the
relationship between code features and JIT compiler optimizations.
During the fuzzing campaign, JOpFuzz not only mutates Java input
programs, but also JIT compiler options passed to the JVM.

Finally, some JIT compiler fuzzers focus on bug categories dif-
ferent from crashes and miscompilations. Confuzzion, for example,
tries to find Java type confusion vulnerabilities [6]. Brennan et al.
use a fuzzer to detect timing side-channels in JIT-compiled Java
programs [7].

Compiler optimization logs. Our approach to guided fuzzing
should apply to any mature compiler that saves information about
the optimizations it performed.
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Several production compilers produce some form of optimization
log, such as LLVM’s Remarks4 or the Intel Compiler’s Optimization
Reports5. In contrast to GraalVM’s optimization log, these compil-
ers also include negative entries in the log for optimizations that
were attempted but did not succeed or were not considered prof-
itable. Our current work hypothesizes that logging only successful
optimization information is already useful for guiding a fuzzer.

Other compilers, such as GCC, do not produce such structured
logs. As an alternative to an explicit structured log, debug dumps
of the program state before and after compiler phases could be
compared to infer if an optimization has taken place. This would
also provide a form of optimization coverage information suitable
for use as feedback to a fuzzer. However, if a structured log proves
to be helpful for fuzzing, it should be easy for compiler developers
to retrofit the required logging in their compilers.

8 Conclusions

We have presented Lool, a low overhead optimization log guided
approach to compiler fuzzing. Lool uses feedback from the compiler
to guide test case generation. The domain-specific information from
the compiler’s optimization log can be collected and used with
lower overhead than general code coverage information. At the
same time, the optimization log is easy to use for recording context-
sensitive information, such as optimizations performed during the
compilation of a single method.

Our preliminary experiments with the implementation of Lool
within the GraalVM fuzzing infrastructure have shown promising
results. We are planning a thorough evaluation of the Lool ap-
proach, with the goal of demonstrating that this approach is both
efficient in execution time and effective at covering the compiler’s
code and finding new bugs.
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