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1. Introduction
The Java security model provides language-level access con-
trol to security-sensitive resources and actions. Proper use of
this model is the responsibility of the programmer, and errors
may arise in its use. As there is no formal model of the de-
sired security properties, techniques such as verification are
not directly applicable. So testing is the only practical way to
detect such errors. However, one wishes to have some guar-
antee that the tests themselves are thorough enough to catch
all errors in the use of the security model. So the first step is
to determine the quality of test suites that check for security
properties.

Mutation testing [7] can be used to measure the effective-
ness of a test suite. The general idea is to seed faults into
the original program to derive mutations and check whether
the test suite can distinguish the behaviour of each of the
mutations against the original program. The percentage of
mutations that a test suite can distinguish can be used as a
measure of effectiveness of the test suite. As a result, a tester
can determine the causes for not distinguishing a mutation
to improve the test suite.

As the number of potential faults in a program can be very
large, generating mutations that represent all the faults is not
useful in practice. For instance the mutation operators devel-
oped for object-oriented languages [1, 4] are too general. In
order to reduce the number of generated mutations, one usu-
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ally assumes a competent programmer hypothesis where the
possible mutations are derived from a set of typical errors a
competent programmer can make. For instance, not all vari-
able replacement operators may be relevant in a given situa-
tion. Otherwise, mutations will, typically, not represent real
faults [6].

In this position paper, we outline the issues related to mu-
tation testing in the evaluation of test suites that are relevant
for security in the JDK. That is, we do not focus on user’s
applications but on the library. This is because any security
issue in the JDK has an impact on a large number of appli-
cations.

The key questions relate to identifying representative mu-
tation operators and ensuring that they can be used in an au-
tomated process that scales to industrial size code.

2. Mutation Operators
In a security context, mutation testing has been applied to
detect string formatting and buffer overflow vulnerabilities
in C programs [10, 11]. But these mutation operators are
not related to any security model. Martin and Xie [9] and
Traon et al. [12] have extended mutation testing to testing
access control policies. Both studies utilise a system based
on rules that either permit or deny sensitive actions based
on the caller’s identity, or role. Bertolino et al. [3] describe
mutation operators that are relevant for XACML. Conceptu-
ally, these mutation operators are similar to what is desired
for Java. However, we need operators that directly manipu-
late the constructs that deal with security. These include the
checkPermission and doPrivileged invocations [5]—the de-
tails of which are not discussed here.

Semantically, the basic mutation operators we consider
can be classified as either narrowing or widening the set of
permissions associated with the original code fragment. The
narrowing operators either check for more permissions or
remove permissions that are available to the code. One can
check for more permissions by replacing the permission in
a checkPermission call (say p) with permission q such that



q implies p. The widening operators either check for fewer
permissions or in effect grant more permissions to the code.
Replacing a permission p in a checkPermission call with a
permission q such that p implies q results in widening. Note
that it is possible to have mutation operators that widen a
narrowing (or narrow a widening). Similarly, the mutations
of a doPrivileged will involve changing the access control
contexts and permissions passed to it. Note that we do not
consider changing the privileged action as that represents a
behavioural change which is not security specific.

3. Open Issues
A number of challenges need to be addressed before a proper
evaluation can be performed. They include scalability and
the choice of mutation operators, and tool support.

The first is related to scalability and automation. The JDK
has more than 2 million lines of Java code. So the number
of mutations generated must be limited but if they do not
cover the relevant security properties the mutation operators
will not be useful. In principle, there are an unbounded
number of options when replacing permissions or access
control contexts. This is because, parameters to permissions
are strings. So exploring all potential replacements for a
given mutation operator is not practical.

A more precise formulation of the competent program-
mer hypothesis will help in identifying the set of relevant
permissions or ACCs. One could find the minimal set of dis-
tinct mutations [2] and thus eliminate mutations which are
themselves equivalent or subsumed by other mutations. The
problem of reducing the set of mutations is NP-complete and
thus approximations of the minimal set will be required.

The second challenge is to integrate jtreg, the testing
infrastructure used for the JDK, with our mutation process.
For this we need to identify a suitable mutation testing tool.
Although there are tools such as muJava2, [8] Jumble3 and
PIT4, none of these can be used directly. Based on some
initial experimentation, we are exploring adapting PIT to suit
our requirements. A related challenge arises because PIT and
jtreg are written in Java. As we are mutating the JDK, we
have to ensure that the behaviour of PIT and jtreg are not
altered by the mutation process. We would need an isolation
mechanism to effect this.

4. Summary
In this note we have outlined the need for security-specific
mutation operators and their categorisation into impact
classes. While we have described in the context of the JDK,
this would be required for any programming language that
supports security. We also have described the engineering
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challenges related to scalability, existing infrastructures and
tool support. To summarise, the general questions are

• What are language specific security mutation operators
that are applicable to libraries that provide security ser-
vices?

• How to ensure these mutation operators can be used for
large programs?

• How to overcome some of the engineering challenges so
that these mutation operators are used in practice?

A more long-term goal is to use the results of the evalua-
tion to generate the required tests to improve security cover-
age.
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